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SIB in brief

A national network of
about goo scientists

190 employees
in 4 locations

A non-profit and
independent organization
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To begin with, a definition...

WordReference Random House Unabridged Dictionary of American English © 2025
gene (jén),
n.

1. the basic physical unit of heredity; Dictionary
a linear sequence of nucleotides along
the coded instructions for synthesis of Definitions from Oxford Languages - Learn more
protein, leads to the expression of here

Etymology e g ene

=» German Gen (1909), apparently abstrac /d3in/
by Danish geneticist Wilhelm Latin. Joh
=> 1911 noun BIOLOGY

noun: gene; plural noun: genes

Gene (jén),

(in informal use) a unit of heredity which is transferred from a parent to offspring and is
n.

held to determine some characteristic of the offspring.
"playing tennis is in my genes"

1. a male given name, form of Eugene.

« (in technical use) a distinct sequence of nucleotides forming part of a chromosome, the order of

which determines the order of monomers in a polypeptide or nucleic acid molecule which a cell (or
virus) may synthesize.




A brief history of bioinformatics databases...
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FAIR data principles
Findable, Accessible, Interoperable, Reusable
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Importance of identifiers (¢ . ‘,
=

« C @& uniprot.org/uniprotkb/Q94KE2/entry M %« P ¥ 0O ° Update

B Other Bookr

) ."'ﬂ'
UniPr 0:..' BLAST Align Peptide search ID mapping SPARQL  UniProtkB v RN T g Al Advanced | List EETER TN IR S5

| Function

Mames & Taxonomy
Subcellular Location
Phenotypes & Variants
PTM/Processing
Expression

Interaction

Structure

Family & Domains
Sequence

Similar Proteins

4 Q94KE2 - TIC_ARATH

Protein' ((Protein TIME FOR COFFEE Amino acids | 1550

Gene' | TIC Protein existence' | Evidence at protein level
Status' ‘ % UniProtKB reviewed (Swiss-Prot) Annotation score' | @
Organism’ Arabidopsis thaliana (Mouse-ear cress)

Entry Variant viewer Feature viewer Publications External links History

BLAST &+ Download ~ i Add Addapublication Entry feedback

Function’

Regulator of normal clock function. Acts in the mid to late night. Contributes to the amplitude of circadian clocks. May act on the transcriptional induction of
LATE ELONGATED HYPOCOTYL (LHY). Inhibits MYC2 protein accumulation, acting as a negative factor in the JA-signaling pathway. | ™ 3 Publications



What is a Large Language Model?

A (deep learning) model trained to
predict the next word in a sentence

Text Corpus
.. : Nothing is impossible.
HOW IS |t tra|nec|7 Even the word
_ _ impossible
. Self-supervised learning on HUGE says I'm possible

amounts of text

“Fill in the blanks” learning

Source: https://amitness.com

Task: Predict from past
Nothing

— Nothing is
Nothing is impossible



https://amitness.com/posts/self-supervised-learning-nlp

Generalization

e A (deeplearning) model trained to predict the next@ in a[

o Token = words/amino-acids/genes/....
e Whatisalanguage?

o Avocabulary +

o Sequences of tokens that represent information in that language

0100111111 00000000000011107001011000001111 111711700 000
000101001 11111000 00110011 00100000 00000000 10000011 001

J111111110010000111 00111001 1110011000111101 01101111 011

1001111111 100111171 0001911171 11001100 11110001 111111171 017
0000111007 1111110000111001 11100011 01111111 01100000 111

1100001011 11100111 11110110 00001100 10001101 01000111 110



Let's ask an LLM about TIME FOR COFFEE!

Time for coffee protein Try GPT-5 E ©

September 1
Time for coffee protein
) Copilot @
Tod
Mice oo
into
sugc TIME FOR COFFEE protein

C @ Copilc

Arabidopsis thaliana TIME FOR COFEE protein
Got it-

motive
&) Copilot

0 ¢ The TIME FOR COFFEE (TIC) protein in Arabidopsis thaliana is a key component of the plant's circadian

clock and plays a multifaceted role in regulating physiological and metabolic processes. Here's a summary of

its main functions:

(O Circadian Clocl Raatilatinon



Black-box and indecisiveness issues

is there a seahorse emoji?

(&) Copilot ©

Yes! #) There is a seahorse emoji: P @ AN G A DL B R Y I U

please answer yes or no for the following question: is there a

seahorse emoji?

&) copilot ®
Yes. Show me the seahorse emoji.
0 69 7?2 &) copilot ©

Here it is: W9 5

That's the seahorse emoji! It may appear slightly different depending on your device or platform, but it's

generally represented as a small, curled aquatic creature.



ow to tackle LLM issues?

RAG All of the above
Context
optimization
What the model Prompt engineering Fine-tuning
needs to know
—
LLM optimization

How the model needs to act

https://platform.openai.com/docs/guides/optimizing-lim-accuracy/rag-fine-tuning



LLMs + Knowledge representation ?

Knowledge Graphs (KGs)
Cons: Pros: . S C\rc‘\e
« Implicit Knowledge « Structural Knowledge The\/\rtuou
+ Hallucination * Accuracy
* Indecisiveness / \ + Decisiveness
» Black-box * Interpretability
+ Lacking Domain- * Domain-specific Knowledge
specific/New Knowledge » Evolving Knowledge

Pros: Cons:

+ General Knowledge * Incompleteness

* Language Processing _ » Lacking Language

+ Generalizability \ Understanding

—~“« Unseen Facts

Large Language Models (LLMs)

Fig. 1. Summarization of the pros and cons for LLMs and KGs. LLM
pros: General Knowledge |11|, Language Processing [12]|, Generaliz-
ability |13]; LLM cons: Implicit Knowledge [14], Hallucination [15], In-
decisiveness [16], Black-box [17], Lacking Domain-specific/New Knowl-
edge [18]. KG pros: Structural Knowledge [19], Accuracy |20], Decisive-
ness [21], Interpretability [22], Domain-specific Knowledge |23], Evolv-
ing Knowledge |24|; KG cons: Incompleteness 25|, Lacking Language
Understanding |26|, Unseen Facts |27].

Pan, Shirui, et al. "Unifying Large Language Models and Knowledge Graphs: A Roadmap." arXiv preprint arXiv:2306.08302 (2023).



LLMs as interfaces for scientific knowledge
graph exploration




SIB resources “speaking” the same language: SPARQL

https://www.expasy.org/search/sparql

12 resources found for sparql

i

OMA SPARQL endpoint
SPARCL access to the OMA Orthology
database

U,

UniProt SPARQL endpoint
SPARQL access 1o UniProt and related
data

Wt

MetaNetX SPARQL endpoint
SPARGL access to MetaNetx

=

Bgee SPARQL endpoint
SPARQL access to the Bgee gene
expression database

il

neXtProt SPARQL endpoint
SPARCL access to the neXiProt human
protein knowledgebase

W ad

GlyConnect SPARQL endpoint
SPARCL access to GlyConnect

&
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OrthoDB SPARQL endpoint

SPARGL access to the OrthoDB catalog
of orthologs

L] &
ﬁ i
A UL

Rhea SPARQL endpoint

SPARCL access to the Rhea
knowledgebase

v

Cellosaurus SPARQL endpaoint

SPARQL access o Cellosaurus via
VWikidata

JOURNAL ARTICLE

The SIB Swiss Institute of Bioinformatics Semantic

Web of data &

W

HAMAP SPARQL endpoint

SPAROL access to the HAMAP
annotation rules

n,

SwissLipids SPARQL endpoint

SPARQL access to the SwissLipids
knowledgebase

it

STRING SPARQL endpoint
SPARQGL access 1o the STRING
knowledgebase

SIB Swiss Institute of Bioinformatics RDF Group Members

Nucleic Acids Research, gkadS02, hitps://doi.org/10.1093/nar/gkads02
Article history v

Published: 25 October 2023




he Power of Federated queries

i Query

User

Federation Engine

What are the human
genes involved in lung
cancer with an
ortholog expressed in
I the mouse?

S LS ’ SDuhe x‘-’"*" RDF Data RDF Data RDF Data
Gene

expression Orthology Disease




How do we extract information from a Knowledge Graph?

SELECT ?gene ?orthologous_protein2 WHERE {

SELECT * {
7 SERVICE <http://sparqgl.uniprot.org/sparql> {
Query SELECT ?protein1 WHERE §
Federation Engine ?proteinia up:Protein;
up:organism/up:scientificName 'Homo sapiens';
up:annotation ?annotation .
User ?annotation rdfs:comment ?annotation_text.
?annotation a up:Disease_Annotation .
FILTER CONTAINS (?annotation_text, “lung cancer")
}
}
SPARQL
Endooit SERVICE <https://sparql.omabrowser.org/sparql/> {
SELECT ?orthologous_protein2 ?protein1 ?gene WHERE {
?protein_OMA a orth:Protein .
?orthologous_protein2 a orth:Protein .
?cluster a orth:OrthologsCluster .
- - - ?cluster orth:hasHomologousMember ?nodex .
?cluster orth:hasHomologousMember ?node2 .
RDF Data RDF Data RDF Data ?node2 orth:hasHomologousMember* [....... ]
FILTER(?nodea != ?node2)
}
}
. . SERVICE <https://bgee.org/sparql/> {
What are the human genes involved in lung cancer 7gene genexisExpressedin Zanatntity
. . ?anatEntity rdfs:label lung" .
with an ortholog expressed in the mouse? ?gene orthiorganism 2org.

?0rg obo:RO_0002162 taxon:10090 .}



LLMs as interfaces for scientific knowledge
graph exploration: a fine-tuning approach




Fine-tuning LLMs for SPARQL generation

Qi1
Question: What are the developmental stages present in Bgee? SPARQL query:

PREFIX dcterms: <http://purl.org/dc/terms/>

Joint work with the Data Knowledge Organisation Unii | sees ece: <weeessmneni. e onsotoreeo snooss:
Dr NOFIO KObayaShl, Dr JU||O Rangel Reyes SELECT DISTINCT ?stage ?stageName ?stageDescription {

?stage ref:type efo:EFO_0000399 . #developmental stage

RIKENI Japan ?stage rdfs:label ?stageName .

7stage dcterms:description ?7stageDescription .

Challenge: Very little training data
- Databases often propose a few examples of queries online

Some queries are hard to connect back to the question

In which taxa is the insulin protein present?

?proteinOMA a orth:Protein;
orth:organism/obo:RO_0002162/up:scientificName ?species;
rdfs:label 'INS'.

Solution: Augment and semantically enrich existing dataset of examples ﬁ
automatically! RIKEN

P
SWAT4HCLS 2024, full paper available at hitps://ceur-ws.org/\Vol-3890/paper-4.pdf é



https://ceur-ws.org/Vol-3890/paper-4.pdf
https://ceur-ws.org/Vol-3890/paper-4.pdf
https://ceur-ws.org/Vol-3890/paper-4.pdf
https://ceur-ws.org/Vol-3890/paper-4.pdf
https://ceur-ws.org/Vol-3890/paper-4.pdf
https://ceur-ws.org/Vol-3890/paper-4.pdf
https://ceur-ws.org/Vol-3890/paper-4.pdf

Fine-tuning an Open LLM for SPARQL generation

WIKIDATA

&
(-] N T
e _ B
- :’ - )
. = e
S ©
e -
] (]

nudwledge Graph

Example

Questions
and
SPARQL queries

et

KQA Pro idata fine

uned LLM
pentiama) ,

Extract KG attributes
Extend query 1-hop
Insert comments
Extend question

—am Augment Queries

Extended
Questions
and

SPARQL queries
with semantic enrichment

a

### INSTRUCTION
Please convert the following context into an SPARQL query.

### CONTEXT:
What are the anatomical entities where the APOC1 gene is expressed?
Provide also the gene description.

### SPARQL:
PREFIX orth: <http://purl.org/net/orth#>
PREFIX genex: <http://purl.org/genex#>
PREFIX obo: <http://purl.obolibrary.org/obo/>
SELECT DISTINCT ?anatomicalentity ?gene_description ?gene ?anatomicalentityName WHERE {
?gene a orth:Gene .
7gene genex:isExpressedIn ?anatomicalentity .
?gene rdfs:label "APOC1" .
7anatomicalentity a genex:AnatomicalEntity .
?anatomicalentity rdfs:label ?anatomicalentityName .
?gene <http://purl.org/dc/terms/description> ?gene_description.




Evaluation

»»> Experiments’ setup
»» Hugging Face SFTTrainer with 2000 steps
»» Nvidia A100 40GB GPUs
»» OpenLLaMA_7b_v2 (7 billion parameters)
»» Temperature parameter equal to zero
»» Knowledge base (KB): Bgee (~7 billion triples)

»» We rely on four different metrics designed for the evaluation of machine
translation output : BLEU, SP-BLEU, METEOR and ROUGE.




Four main experiments and preliminary results

»» Zero-shot evaluation against: Wikidata and Bgee question-SPARQL query sets
»» All metrics including Fi1-score: either equal or approximately equal to zero.

Setting BLEU SP-BLEU METEOR ROUGE F1-score
OpenlLLaMA 0.00 0.00 0.006 0.014 0.005

2nd experiment

3rd experiment




Discussions

»» Systematically augmenting a representative question-to-SPARQL query set
over a scientific KG significantly contributes to improving the performance of
the OpenLLaMA model for the SPARQL query generation task.

»» Rewriting the SPARQL query to provide more context through comments
and meaningful variable names considerably improves OpenLLaMA.

»» Knowledge transfer might deteriorate the LLM performance for the SPARQL
query generation over a domain-specific knowledge base.




LLMs as interfaces for scientific knowledge graph
exploration: a prompt-tuning with RAG approach




@ Problem

Writing SPARQL queries is hard and time-consuming.
LLMs are great at it, but they need context!

For large and complex knowledge graphs finding the right context

is not trivial.

We need a minimal structured way to describe the SPARQL endpoints'’
contents to facilitate LLM-based SPARQL query generation.




Qs Properly describing an endpoint with some metadata

& Generic and reusable methodology that works for most endpoints.

Automatically generate a description of used classes and predicates
e.qg., Protein isEncodedBy Gene

Provide example queries with their corresponding question in a standard format

Examples

1. Select all taxa from the UniProt taxonomy Use

2. Select all bacterial taxa and their scientific
name from the UniProt taxonomy Use

3. Select all UniProt entries, and their organism
and amino acid sequences (including isoforms),

for E. coli K12 and all its strains Use

& Make them accessible via the SPARQL endpoint
The system will be able to retrieve, index, and use them automatically ﬂ

LLM-based SPARQL Query Generation from Natural Lanqguage over Federated Knowledge Graphs,
\/ Fmonet et al ISWC 2024



https://arxiv.org/abs/2410.06062
https://arxiv.org/abs/2410.06062
https://arxiv.org/abs/2410.06062

Knowledge representation at the core of our solution

»» Pairs of questions and examples are also metadata!
»» We built an ontology to describe them based on existing ones.

JOURNAL ARTICLE

A large collection of bioinformatics question—query

pairs over federated knowledge graphs: methodology
and applications 3

Jerven Bolleman, Vincent Emonet, Adrian Altenhoff, Amos Bairoch, Marie-Claude Blatter,
Alan Bridge, Séverine Duvaud, Elisabeth Gasteiger, Dmitry Kuznetsov, Sébastien Moretti,

Pierre-Andre Michel, Anne Morgat, Marco Pagni, Nicole Redaschi, Monique Zahn-Zabal,
Tarcisio Mendes de Farias ™, Ana Claudia Sima ™
Author Notes

GigaScience, Volume 14, 2025, giaf045, https://doi.org/10.1093/gigascience/giaf045
Published: 16 May 2025  Article history v




@ System architecture 2

b

[ Question ]
iQuestlon processing} i Prompt building i
Il module ! i component !
- Indexing component ! ' Dlzeznlzakis STttt
question
! i (Preprocessing phase) \p Q(
Compute Embeddings Compute Embeddings
= T = for question and its for POteS-:::;ZE"tiﬁed
s AT = decomposed parts
[ ! ) §
Vector Find most similar i Prompt-tuning E
Get query examples Generate a data- Database G L L : dul |
with their description aware schema et relevant example e e m nj 9_ _u_ _e_ cood)
queries and classes
T Fill prompt
; —
1 [Questlon contextj template
Formulated SPARQL Query
response and Generation Prompt
SPARQL quer
QL query SPARQL endpoints
Asks to fix the query 3x max.
No results Details from the endpoint response provided
( v
w Results Valid Validate SPARQL query o
Interpret and formulate . Execute generated query based on endpoints <—| Generate SPARQL query
query response using an schema using an LLM
LLM
L )
L s s S L e e S S S s 1 oe PeIgCCoCo0ooOoDOCooooCoDooCC000
. SPARQL execution component | Not valid | SPARQL generation component | :

Asks to fix the query 5x max. p
Details which predicates are invalid and which predicates could be used




@ Evaluation

Table 1

Test results for different models and RAG approaches across query results categories
Model Approach Success Different Result No Result Error Price ($) F1
gpt-40 No RAG 3 0 36 0 000478 0.08
gpt-40 RAG w/o validation 33 0 5 1 0.03707  0.85
gpt-4o RAG w/ validation 34 3 1 1 0.04781 091
gpt-4o-mini No RAG 0 0 9 30 0.00011 0.0
gpt-4o-mini RAG w/o validation 13 7 18 1 0.00111  0.37
gpt-4o-mini RAG w/ validation 11 18 9 1 0.0019  0.37
Mixtral 8x22B No RAG 0 0 16 23 0.0007 0.0
Mixtral 8x22B  RAG w/o validation 6 11 20 2 0.01073 0.18
Mixtral 8x22B  RAG w/ validation 10 14 10 5 0.02147  0.31
Llama3.1 8B No RAG 0 0 6 33 8e-05 0.0
Llama3.1 8B RAG w/o validation 0 0 15 24 0.00144 0.0
Llama3.1 8B RAG w/ validation 3 2 20 14 0.00405 0.08




@ Check it out!

Live deployment for SIB endpoints (UniProt, Bgee, OMA, Rhea...):
www.expasy.org/chat

Code: github.com/sib-swiss/sparql-lim

Paper (ISWC 2024): https://ceur-ws.org/Vol-3953/355.pdf
Standalone components available as a pip package: pypi.org/project/spargl-lim



http://www.expasy.org/
https://github.com/sib-swiss/sparql-llm
https://github.com/sib-swiss/sparql-llm
https://github.com/sib-swiss/sparql-llm
https://github.com/sib-swiss/sparql-llm
https://github.com/sib-swiss/sparql-llm
https://ceur-ws.org/Vol-3953/355.pdf
https://ceur-ws.org/Vol-3953/355.pdf
https://ceur-ws.org/Vol-3953/355.pdf
https://ceur-ws.org/Vol-3953/355.pdf
https://ceur-ws.org/Vol-3953/355.pdf
https://pypi.org/project/sparql-llm
https://pypi.org/project/sparql-llm
https://pypi.org/project/sparql-llm

Conclusions

»» Prompt-tuning versus fine-tuning (or both)

»» A Use case-driven decision that needs to consider available resources and
constraints

»» Knowledge representation (including ontologies) can serve as a basis towards
building trustworthy LLM-based applications for scientific data.

»» LLMs hold great promise for scientific data exploration
»» But caution should still be exercised when using them




,
A
o
27
3P

Thank you!
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